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Executive Summary 

This document reports the first iteration of the architectural design for the HPC training of 
AI/ML models involved in B-CRATOS WP4 activity. 

The report will cover the interaction between the AI module included in the B-CRATOS system 
and the HPC infrastructure for model training, including the possible inclusion of a data/model 
management front-end and the aspects regarding the data protection and privacy. 

This preliminary architecture will be refined within the scope of Task 4.3; a final report will be 
delivered by M38 describing the final design. 
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1 Overview 

1.1 Purpose 

This document reports the requirements and the related preliminary design decisions 
concerning the HPC training of ML/DL models involved in B-CRATOS WP4 activity. A 
preliminary architecture matching these requirements will be laid out with the support of 
IT4Innovations Supercomputing Centre. 

1.2 B-CRATOS Partners 

Short Name Full Name 

UU Uppsala Universitet 

SINANO Institute Sinano Association 

SSSA Scuola Superiore di Studi Universitari e di Perfezionamento S’Anna 

BRME Blackrock Microsystems Europe GmbH 

LINKS Fondazione LINKS – Leading Innovation & Knowledge for Society 

DPZ Deutsches Primatenzentrum GmbH 

NTNU Norges Teknisk-Naturvitenskapelige Universitet NTNU 

 

1.3 Responsibilities 

LINKS is the lead beneficiary responsible for Task 4.3 and Deliverable 4.2 . 

IT4Innovations Supercomputing Centre is beneficiary of a subcontracting agreement within the 
scope of B-CRATOS, also covering cooperation with LINKS to prepare D4.2. 

Prof. Robin Augustine (UU) is the scientific coordinator assuming overall project, scientific, 
and technical responsibility of the project. As B-CRATOS coordinator, Prof. Augustine 
reviews, approves, and submits deliverables and reports. 
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1.4 Definitions 

Term Description 

AI Artificial intelligence 

B-CRATOS the wireless Brain-Connect inteRfAce TO machineS project 

DL Deep Learning 

DNN Deep Neural Networks 

GPU Graphics Processing Unit 

HPC High-performance computing 

HPCaaS HPC-as-a-Service 

IT4I IT4Innovations Supercomputing Centre 

ML Machine Learning 

NHP Non-Human primate 

 

1.5 References 

[1] S. Schaffelhofer, A. Agudelo-Toro, and H. Scherberger, “Decoding a Wide Range of Hand 
Configurations from Macaque Motor, Premotor, and Parietal Cortices,” Journal of 
Neuroscience, vol. 35, no. 3, pp. 1068–1081, Jan. 2015, doi: 10.1523/JNEUROSCI.3594-
14.2015. 
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2 Machine Learning for B-CRATOS system 

2.1 High-level architecture and requirements 

The AI module developed in Task 4.3 is in charge of translating and relaying signals between 

the brain and the prosthetic hand (MIA hand, developed by SSSA in T4.1), in particular it 

handles data in the two directions as following: 

• Brain to hand (downstream) 

o It translates the stream of data coming from the BRME’s Utah arrays implanted 

in brain motor cortex, into meaningful commands for the MIA hand. 

• Hand to brain (upstream) 

o It encodes the combined signal of the artificial skin and the MIA hand, creating 

a perceptual model for closed-loop feedback to the sensory cortex stimulation 

implant. 

The translation of brain-acquired signals into prothesis commands is a well-known challenge 

[1]: in this project it is supported by a complex deep learning model trained on data acquired 

during the course of WP6 NHP training. 

To achieve this, it is also expected to perform continuous (i.e. periodical) updates to its model, 

thanks to remote HPC resources. 

 

Figure 1 overview of AI module role 

Figure 1 depicts the high-level architecture of the B-CRATOS machine learning system. 

2.1.1 Downstream signal decoding 
The system is expected to receive raw brain recording data from the distal modem of the Fat-

IBC channel. This data will be discretised in time steps (possibly around 40-50ms) and fed into 

the ML/DL model, that in turn will, for each time step: 
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• Provide an answer on whether the current signal is related to a grasp action, or to no hand 

movement; 

• Given that the signal belongs to a grasp action, the model should determine which kind of 

grasp action is related to the signal; 

• In case a grasp is detected, send the relevant command to the MIA hand. 

At a later stage, the model should also be able to identify the intent to release a grasp and get 

the hand back into rest position. This can be possibly accomplished by identifying an additional 

class. 

2.1.2 Upstream signal encoding 
The AI board should be able to map the inputs from the skin into an internal representation 

(position, pressure), then to a specific encoding protocol to be defined in cooperation with 

WP6. 

The working assumption is that natural stimulation (i.e., the stimulation that resembles the 

feeling of a real hand) is not achievable because the Utah array is not able to stimulate 

individual neurons. Given this assumption, the following ideas will be applied, either 

independently or combined in a mixed strategy: 

• Recordings from the stimulator electrode will be acquired during first experimental 

phase, recorded patterns can be associated to the grasp action of the monkey and, to 

some degree, to the expected skin stimulation from the same grasp on the same 

object. The upstream encoder should reproduce such patterns so that the stimulator 

electrode provides a signal that is as similar as possible to the natural signal recorded 

beforehand. 

• A stimulation protocol can be defined from scratch with support from DPZ: it will 

consist of a static map between the space of skin sensors signals (position, pressure) 

and the space of brain stimulation (channels, spike patterns). This mapping should be 

mostly preserving relative distances between points in these spaces. 

The upstream signal encoding also poses ethics and security issues to be considered: since 

brain stimulation is involved, it is fundamental to avoid the possibility that a malicious agent 

may get the control of the board and send unwanted stimuli. Full threat analysis and 

mitigation strategies for the AI board are out of the scope of the project, but among the 

consortium there is awareness of these issues; hence, they will be considered in the design of 

the system. 

In this context, the sensory stimulation protocol will not be considered for online update. In 

particular we can envision a scenario where the stimulation protocol is written and stored as 

read-only data in a trusted region of the embedded AI processor, so it can be modified only 

by servicing the board and not by a running process (i.e., an attacker injecting and executing 
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code on the board). Hard limits on the stimulation parameters will be also placed to avoid 

producing pain in the patient. 

2.1.3 Regulatory and ethics requirements 
Task 4.3 involves the continuous improvement of the AI decoding module by means of re-

training and fine-tuning on cloud-HPC infrastructures. This means that new data gathered 

during the module operation should be transferred to the HPC centre to perform additional 

training. 

Recorded data will be anonymised so it will not be possible to identify the patient (NHP) from 

the neural recordings. Moreover, all the data will be safely stored within the EU borders. Full 

compliance with regulations for human medical data is not expected within the project scope, 

however reasonable efforts to design the system architecture considering a future use by the 

Humans and to develop a strategy for regulatory compliance will be put in place. 

Beside the data privacy matter, any solution developed by B-CRATOS should also consider the 

risk posed by an attacker willing to hack the communication between the brain and the robotic 

hand: while the security of the stimulation protocol against a violation of the AI board can be 

ensured by avoiding online updates and providing an isolated execution, the downstream 

decoding model will be frequently updated, so security is a main concern. 

2.2 ML/DL Models and continual learning for downstream decoding 
During B-CRATOS project, data from NHP brain signals will be recorded, time-stamped with 

specific hand grasp actions, and stored in the format depicted in Figure 2. This figure 

represents what is commonly known as a multi-channel spike train [1]: it represents a the 

intensity of neuronal activity of a specific area of the motor cortex after a thresholding applied 

to the signal recorded by implanted electrode arrays. The goal of the downstream decoding is 

to associate patterns in the multi-channel spike train and to associate them to specific actions 

of the hand in real time; to achieve this goal, ML/DL models are trained off-line with batches 

of pre-recorded, labelled data. 

 

Figure 2 Example of multi-channel spike train recorded prior to the project and currently used to carry out preliminary 
development of ML/DL models for B-CRATOS. Time stamps refer to the stage of the experiment performed by the NHP. This 
data reflects closely what will be provided during the experimental phase of B-CRATOS. 

 



 
 

Title Design and implementation of HPC for training of new 
AI/ML models - preliminary report 

Author Paolo Viviani, LINKS Version 1.0 
Reference  D4.2 Date 05-01-2022 

 

 

 

10 
This project has received funding from the European Union’s Horizon 2020 research and innovation programme under 

grant agreement No 965044 

 

However, the brain signals typically present a significant variability in time, so that a trained 

model may become unreliable after a few days. In this sense the proposition of B-CRATOS is 

to gather operational data from deployed prothesis and to use that data to re-train and refine 

the model to achieve improved accuracy. Moreover, gathering data from multiple sources will 

be experimentally exploited to produce a single model for all patients: this is expected to 

improve the overall robustness, while greatly reducing the need to acquire costly labelled data 

from each individual patient. 

Online training of the ML/DL models will be performed on the HPC infrastructure provided by 

IT4I supercomputing centre located in the Czech Republic1. A proper infrastructure will be set 

up within Task 4.3, in order to support continual learning: in fact, the data produced during 

the project will be sent to the HPC centre so that the model can be refined as the project 

proceeds. The architecture needed to support online training is described in section 3.1. 

Foundational aspects of distributed, continual training of machine learning models are 

reasonably well understood2, including the infrastructure needed for such a task. However, B-

CRATOS project involves several aspects that represent a significant research challenge. 

2.2.1 Unsupervised continual learning 
While brain recordings gathered at DPZ within the project comes fully labelled with grasp type 

and timing, in real life the system won’t have access to a ground truth information. This means 

that operational data (including brain recording) gathered on the cloud will not contain any 

label: in principle this can hinder the capability of the system to keep improving the model 

accuracy after it has been trained first with lab-generated labelled data. 

Risk assessment: If semi-supervised training is not successful, extensive training phases for 

each individual will be required. The concept of continual learning itself will be significantly 

scaled down, as specific training phases with the patient will be required to gather labelled 

data. 

Unsupervised representation learning3 can overcome this obstacle, but the applicability and 

effectiveness are yet to be investigated. 

As a fallback, the possibility to generate labels during prothesis operational life will be 

investigated i.e., by analysing the data coming from the robotic hand and e-Skin to understand 

the success of the grasp action. Additional training phases for individual patients will also be 

considered. 

 
1 https://www.it4i.cz/en 
2 https://en.wikipedia.org/wiki/Federated_learning 
3 https://dl.acm.org/doi/abs/10.1145/3378679.3394530 
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2.2.2 Cross-individual transfer learning 
The capability of a model trained on a specific patient (NHP) to classify correctly inputs coming 

from a different individual is yet to be demonstrated. This is expected to be highly correlated 

with the capability of aggregating data from multiple sources into a single model. 

Latent representations can also be exploited to transfer models between individuals; proper 

pre-processing of the data is also expected to be beneficial to map the different distribution 

of input channels to each other. 

The same issue, to a lesser extent, applies also to the day-to-day variability of the brain signals: 

model trained on one day of acquired data may not be accurate anymore the next day. 

Risk-assessment: if no cross-individual transfer learning is possible, a model for each NHP 

should be maintained and the requirement on the amount of data is drastically increased, as 

it will be the need for individual training; the amount of data will depend significantly on the 

success of the unsupervised fine-tuning mentioned in the previous point. 
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3 Architecture for ML/DL model training 

Deep Neural Networks-based (DNN) models typically require significant compute power to be 

trained, far exceeding the power available on each AI board deployed in the B-CRATOS system 

and also beyond reach of a typical workstation. 

Moreover, this project involves frequent re-training of the models in order to cope with day-

to-day changes in the neural patterns, hence a suitable computational infrastructure is 

needed. B-CRATOS relies on the support of IT4I supercomputing centre, that provides GPU-

equipped computational nodes that can significantly accelerate the training of DNN models. 

3.1 On-line model training architecture 

To perform HPC-powered online model training, a specific architecture must be devised to 

manage the connection with individual boards, to manage the anonymization and the storage 

of data, and to initiate the model re-training (or fine tuning) when needed. 

The main components of the said architecture are: 

• Dataset and model manager: it is in charge of acquiring data from the deployed AI 

boards, to anonymize them so they are compliant with what discussed in section 2.1.3, 

to initiate the model re-training, and to send trained model back to the boards after 

validation. 

• Storage: it is in charge of storing the anonymized data from one or multiple patients. 

• HPC-as-a-Service frontend: software API to access the hardware resources needed by 

demanding Deep Learning models in a secure way, more details are available in section 

3.1.4. 

• HPC cluster: provides high-performance, GPU-equipped nodes for Deep Learning 

models training and fine tuning. 

The specific arrangement and interaction between these components, in particular 

concerning the data and model management (i.e., the various processes related to the 

versioning of the model and the related training dataset, aimed to provide the users with the 

most recent/relevant model to be deployed for inference) depends on the specific results 

obtained with unsupervised continual learning and cross-individual transfer. In fact, as stated 

in section 2.2.2, cross-individual transfer learning represents a research challenge, and its 

feasibility is still an open question. Succeeding in demonstrating it, would imply that a single 

trained model is effective in grasp decoding for all individuals, regardless the fact that they 

provided labelled training data or not. On the other hand, if no transfer is achieved, then a 

model for each patient should be trained and maintained, with different architectural 

requirements. The next two sections present different approaches based on the results 

achieved in WP4 regarding cross-individual transfer. 
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3.1.1 Architectures supporting cross-individual transfer 
In this case a single model is needed for all the patients, all the deployed AI boards will need 

to provide data to train a single model, so they communicate with the same central dataset 

and model manager. The architectural choice is down to two versions represented by Figure 

3 and Figure 4 that will be selected when all the technical requirements will be finalized. 

 

Figure 3 Online model training architecture version 1. All the deployed AI boards communicate data with the dataset and 
model manager through the HPCaaS frontend web API. Technical constraints of the HPCaaS implementation may make the  

 

Figure 4 Online model training architecture version 2. A dedicated infrastructure for hosting models and datasets is involved 
in this version, granting more flexibility in the management of the B-CRATOS specific business logic, which is not tied to the 

constraints of HPCaaS approach. On the other hand, a separate component means an additional attack surface. 

The first one relies on all the security features described in section 3.1.4, but introduces some 

limitations in the implementation of the dataset and model manager component; on the other 

hand, the second version provides more flexibility in the implementation and management, 

but it adds an additional attack surface by introducing an independent infrastructure 

component. 
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3.1.2 Architecture for individual models 
If no cross-individual transfer learning is achieved, then each AI board deployed will need to 

maintain and update its own individual model: this significantly increases the requirements 

on the amount of storage and compute power, due to each patient storing and updating 

his/her own model. Figure 5 depicts the architecture where each patient trains its own model, 

either in an unsupervised fashion or with labels generated during repeated individual training 

sessions. 

 

Figure 5 Online training architecture without cross-individual transfer learning. One model is maintained for each AI board 
deployment. 

As anticipated the decision on which of the presented architectures will be selected to support 

the demonstration of the B-CRATOS system is still open, the final decision will be reported in 

the D4.7 Design and implementation of HPC-as-a-Service for training of new AI/ML models – 

final report, due at M38. 

3.1.3 HPC-as-a-Service 
HPC-as-a-Service is a concept in the area of high-performance computing regarding 

technologies that enable users to access an HPC infrastructure without managing their own 

physical servers or data centre infrastructure. Through this service small and medium 

enterprises (SMEs) can take advantage of the technology without an upfront investment in 

the hardware. This approach further lowers the entry barrier for users and SMEs who are 

interested in utilizing massive parallel computers but often do not have the necessary level of 

expertise in this area. 

To provide this simple and intuitive access to the supercomputing infrastructure an in-house 

application framework called High-End Application Execution Middleware (HEAppE 

middleware) has been developed. This framework is utilizing a mid-layer principle, in software 

terminology also known as middleware. Middleware manages and provides information about 

submitted and running jobs and their data between the client application and the HPC 
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infrastructure. HEAppE is able to submit required computation or simulation on HPC 

infrastructure, monitor the progress and notify the user should the need arise. It provides 

necessary functions for job management, monitoring and reporting, user authentication and 

authorization, file transfer, encryption, and various notification mechanisms. 

 

Figure 6 HPC-as-a-Service architecture overview 

HEAppE Middleware manages and provides information about submitted and running jobs, 

and data transfer between the client application and the HPC infrastructure. HEAppE can 

submit required computation or simulation on the HPC infrastructure, monitor the progress 

and notify the user (if required). It provides necessary functions for job management, 

monitoring & reporting, user authentication & authorization, file transfer, encryption, and 

various notification mechanisms, all served via a convenient client-server interface using 

standard web services. Thus, providing HPC capabilities to the users but without the necessity 

to manage the running jobs from the command-line interface of the HPC scheduler directly on 

the cluster. The scheme of the architecture is displayed in Figure 6. 

3.1.4 HEAppE Security  
HEAppE performs the mapping of the external users to functional (non-privileged) accounts 

for the HPC infrastructures. Due to the security-critical functionality, it is always deployed in a 

centre´s private network. The external user accounts are saved in the HEAppE Middleware 

instance database, whereas internal accounts are stored in an SSH Agent instance. The 

Primary Investigator (PI) of each computational project is responsible for adding internal 

cluster accounts into the specific SSH Agent instance (run separately for each project). 

For security purposes HEAppE enables the users to run only pre-prepared set of so-

called Command Templates. Each template defines arbitrary script or executable file that will 

be executed on the cluster, any dependencies or third-party software it might require and the 

specific queue that should be used for the processing (type of computing nodes to be used on 

the cluster). The template also contains the set of input parameters that will be passed to the 
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executable script during run-time. Thus, the users are only able to execute pre-prepared 

command templates with the pre-defined set of input parameters. The actual value of each 

parameter (input from the user) can be changed by the user for each job submission. 

To ensure better security and data protection of external users, The HEAppE middleware API 

was tested. The tests were done against security standard OWASP API Security Top 10 by 

AUXILIUM Cyber Security company4.  

Security tests discovered several medium or low priority security issues such as missing 

prevention against brute force attacks, missing rate limitation or exposing more detailed 

information. Founded security vulnerabilities were fixed and HEAppE was re-tested. 

3.2 HPC-based model training 

A Graphics Processing Unit is a type of processor originally developed to accelerate graphics 

computations. Over time, it has been shown GPUs could be used to significantly speed up 

other also more generic applications, including DL tasks. Dedicated software frameworks have 

been developed by hardware vendor to allow general purpose processing on GPUs, such as 

CUDA5 and ROCm6 from Nvidia and AMD respectively. 

GPUs, in contrast to CPUs, are equipped with a large number of relatively simple 

computational cores, that makes them well suited for massively parallel computations like the 

batches of matrix multiplications involved in the training of Deep Neural Network models. 

Many modern GPU architectures have been designed and optimized with a strong emphasis 

on ML/DL performance, and also deep learning frameworks like Tensorflow7 and Pytorch8 

evolved to support the offloading of the most computational intensive operations involved in 

training to GPUs. 

IT4Innovations features three GPU-accelerated systems suitable for machine learning model 

training - Karolina, Barbora, and NVIDIA DGX-2. 

Karolina consists of 829 computational nodes, 720 of which are universal compute nodes, 72 

are NVIDIA A100 accelerated nodes, 1 is a data analytics node (Sdf1), and 36 constitutes the 

cloud partitions. Each node is a powerful x86-64 computer, sporting a number of cores equals 

to 128 (768 cores in the case of the data analytics node) provided by 64-core AMD EPYC™ 

7H12 / 64-core AMD EPYC™ 7763 / 24-core Intel Xeon-SC 8268 CPUs and equipped with at 

least 256 GB of RAM. 

 
4 https://www.auxiliumcybersec.com/en/ 
5 https://developer.nvidia.com/cuda-zone 
6 https://rocmdocs.amd.com/en/latest/ 
7 https://www.tensorflow.org 
8 https://pytorch.org 
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The Barbora cluster consists of 201 computational nodes of which 192 are regular compute 

nodes, 8 are GPU Tesla V100 accelerated nodes. Each node is a powerful x86-64 computer, 

equipped with 36/24/128 cores (18-core Intel Cascade Lake 6240 / 12-core Intel Skylake Gold 

6126 / 16-core Intel Skylake 8153), and at least 192 GB of RAM. The nodes are interlinked 

through high-speed InfiniBand and Ethernet networks. 

The DGX-2 is a very powerful computational node, featuring high end x86_64 processors and 

16 NVIDIA V100-SXM3 GPUs.  
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